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Generative models
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Generative models are simulators of the data

x ∼ pϑ(x) log pϑ(x)
1. Sampling 2. Density estimation

Goal: learn a probability distribution  that is as close as 

possible to the true underlying data distribution 

pϑ(x)
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Evolution of deep generative models

(a) Learned Frey Face manifold (b) Learned MNIST manifold

Figure 4: Visualisations of learned data manifold for generative models with two-dimensional latent
space, learned with AEVB. Since the prior of the latent space is Gaussian, linearly spaced coor-
dinates on the unit square were transformed through the inverse CDF of the Gaussian to produce
values of the latent variables z. For each of these values z, we plotted the corresponding generative
p✓(x|z) with the learned parameters ✓.

(a) 2-D latent space (b) 5-D latent space (c) 10-D latent space (d) 20-D latent space

Figure 5: Random samples from learned generative models of MNIST for different dimensionalities
of latent space.

B Solution of �DKL(q�(z)||p✓(z)), Gaussian case

The variational lower bound (the objective to be maximized) contains a KL term that can often be
integrated analytically. Here we give the solution when both the prior p✓(z) = N (0, I) and the
posterior approximation q�(z|x(i)) are Gaussian. Let J be the dimensionality of z. Let µ and �
denote the variational mean and s.d. evaluated at datapoint i, and let µj and �j simply denote the
j-th element of these vectors. Then:
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Variational autoencoders  
(from Kingma et al 2013)

Diffusion models  
(Midjourney 2023)



The landscape of deep generative models

Generative adversarial 
networks

[Karsten Kreis; CVPR 2022 Tutorial]

Autoregressive models

Energy-based models

Variational autoencoders

Diffusion models

Normalizing flows

https://www.youtube.com/watch?v=cS6JQpEY9cs
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Normalizing flows 
Invertible transformations
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March 13, 2023

⇢(t) vs time

⇢0
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ODE

⇢(t) vs time

⇢0

⇢1

SDE

Figure 1: The stochastic interpolant paradigm. A generative model based on the proposed
stochastic interpolant framework that connects two densities using only data from both. Designing
the time-dependent probability density bridging these densities and learning the drift coe�cients in
its evolution equation is independent from choosing how to sample it, which can be accomplished
with deterministic or stochastic generative models. Left panel: sampling with the probability flow
ODE. Right panel: sampling with the SDE with arbitrary noise amplitude. The ODE and the SDE
have di↵erent path but their time-dependent PDF is the same, and rely on the same estimates for
the velocity and the score.

generative models that satisfy ODEs and SDEs, respectively, and whose densities at time t are given
by ⇢(t).

Interestingly, the drift coe�cients entering these ODEs/SDEs are the unique minimizers of
quadratic objective functions that can be estimated empirically using data from ⇢0, ⇢1, and N(0, Id).
The resulting least-squares regression problem allows us to estimate the drift coe�cients of the
ODE/SDE, which can then be used to push samples from ⇢0 onto new samples from ⇢1 and vice-versa.

1.2 Main contributions and organization

The approach introduced in this paper is a versatile way to build generative models that has many
attractive features, which we now summarize.

• Due to the inclusion of the latent variable, the stochastic interpolant defined in Section 2.1 has a
probability distribution that is absolutely continuous with respect to the Lebesgue measure, with
a density that satisfies a first order transport equation (TE) as well as forward and backward
Fokker-Planck equations (FPEs) with tunable di↵usion coe�cients. These equations are given in
Section 2.2.

• The drift coe�cients entering the TE and the FPE are smoothed spatially by the presence of the
latent variable. These coe�cients are also the unique minimizers of quadratic objective functions,
given in Section 2.2, which are amenable to empirical estimation using the available data.

• Due to the inclusion of the latent variable, our approach gives a new loss for the score of the
time-dependent density of the interpolant, which we give in Section 2.2. This score enters as one
component of the drifts in the FPE, and it can also be related to the drift of the TE.

• We can readily derive ordinary di↵erential equations as well as forward and backward stochastic
di↵erential equations associated with the TE and the forward and backward FPE, respectively.
These ODEs and SDEs are given in Section 2.3 and can be used as generative models with the
possibility to tune the level of di↵usivity.

4

Diffusion models 
Models based on iterative refinement

Variational auto encoders 
Latent-variable modeling, and compression is all you need

Why (deep) generative modeling? 
What is it, and what can it do for you?
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Simulators x ∼ p(x)
Simulators are ubiquitous: they prescribe a way to sample from the data distribution

Collider data 
particles ∼ p(particles)

Cosmology data 
particles ∼ p(particles)

Molecular dynamics 
configurations ∼ p(configurations)

[C. Cesarotti with ATLAS] [Aquarius simulation] [E. Cances et al]

https://www.ljll.math.upmc.fr/gallery/html/BenjaminStamm-Ubiquitin-fr.htm


Siddharth Mishra-Sharma (MIT/IAIFI) | IAIFI Summer School /707

Conditional simulators

x ∼ p(x ∣ θ)

x ∼ p(x; ℳ)
Model

Model 
parameters

or

Conditional simulations sample from the likelihood p(x ∣ θ)

Cosmology data 
map ∼ p(map ∣ {Ωm, σ8, w0})

Figure 2. Example spherical simulation shells from the fiducial cosmological model (top left) and
other models in the grid. The maps show the logarithm of the density contrast � = (⇢ � ⇢̄)/(⇢̄). All
maps come from different initial conditions. The top/bottom middle and right panels show extreme
cosmologies along/across the S8 degeneracy. The bottom left panel shows a cosmology close to the
fiducial, but with an extreme w0. The dynamic range of the plotted density constrast is different for
each cosmology, and spans the range between 2-98 percentile.

the number count of particles inside a pixel. We create a set benchmark simulations with the
number of base timesteps in PkdGrav3 increased to 500, with 100 step down to z=4 and
400 steps from z=4 to z=0.

The example spherical maps for different cosmological models are shown in Figure 2. The
points were chosen to illustrate the differences between the fiducial model (upper left) and the
grid: Top middle and top right panels shows extreme models along the S8 degeneracy, while
the lower middle and right panels shows models across that degeneracy. The lower left panel
shows a cosmology similar to the fiducial, but with extreme dark energy equation of state w0.
The maps show the log density contrast � = (⇢ � ⇢̄)/(⇢̄). The colorscale is chosen from the
fiducial cosmology, spanning the dynamical range between the 2nd and 98th percentile of the
sphere full map. The maps shown here are at the resolution of nside=1024 at z ⇡ 0.5. The
panels clearly show how different the maps of large scale structure are for varying cosmological
models. These complex pattern differences can be exploited by non-Gaussian statistics and
machine learning.

4 Observable maps projection

To create forward-modeled maps of observable probes, we project the lightcone shells against
probe kernels corresponding to the tomographic galaxy samples. We follow the formalism
used in Sgier et al. [104], Sgier et al. [105], where the Born approximation was used with the
UFalcon code7. The Born approximation was found to be sufficiently precise for lensing
analysis using simulations for intermediate scales by Fluri et al. [33], Petri et al. [90]. We

7https://cosmology.ethz.ch/research/software-lab/UFalcon.html

– 12 –

[Kacprzak et al 2022]
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Are simulators all you need?

Sample from

[Pythia]

EvolutionPrediction (simulation)Inference

[M. Cacciari, G. Salam, G. Soyez 0802.1189]

Detector 
interactions
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[CMS]

It’s infeasible to calculate the 
integral over this enormous space!

Latent variables

Slide: Johann Brehmer
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What could we do with ?p(x)

Generative modeling can efficiently enable these for a wide variety of scientific data/models!

Encode complex priors 
for use as part of larger 

probabilistic models

p (xobs ∣ x) xobs

p(x)

x

p(galaxies)

True source image Predicted source imageObserved lensed image True source image Predicted source imageObserved lensed image

Lens

Produce samples 
for downstream applications: a 

fast simulator/emulator

x ∼ p(x ∣ θ)

Figure 2. Example spherical simulation shells from the fiducial cosmological model (top left) and
other models in the grid. The maps show the logarithm of the density contrast � = (⇢ � ⇢̄)/(⇢̄). All
maps come from different initial conditions. The top/bottom middle and right panels show extreme
cosmologies along/across the S8 degeneracy. The bottom left panel shows a cosmology close to the
fiducial, but with an extreme w0. The dynamic range of the plotted density constrast is different for
each cosmology, and spans the range between 2-98 percentile.

the number count of particles inside a pixel. We create a set benchmark simulations with the
number of base timesteps in PkdGrav3 increased to 500, with 100 step down to z=4 and
400 steps from z=4 to z=0.

The example spherical maps for different cosmological models are shown in Figure 2. The
points were chosen to illustrate the differences between the fiducial model (upper left) and the
grid: Top middle and top right panels shows extreme models along the S8 degeneracy, while
the lower middle and right panels shows models across that degeneracy. The lower left panel
shows a cosmology similar to the fiducial, but with extreme dark energy equation of state w0.
The maps show the log density contrast � = (⇢ � ⇢̄)/(⇢̄). The colorscale is chosen from the
fiducial cosmology, spanning the dynamical range between the 2nd and 98th percentile of the
sphere full map. The maps shown here are at the resolution of nside=1024 at z ⇡ 0.5. The
panels clearly show how different the maps of large scale structure are for varying cosmological
models. These complex pattern differences can be exploited by non-Gaussian statistics and
machine learning.

4 Observable maps projection

To create forward-modeled maps of observable probes, we project the lightcone shells against
probe kernels corresponding to the tomographic galaxy samples. We follow the formalism
used in Sgier et al. [104], Sgier et al. [105], where the Born approximation was used with the
UFalcon code7. The Born approximation was found to be sufficiently precise for lensing
analysis using simulations for intermediate scales by Fluri et al. [33], Petri et al. [90]. We

7https://cosmology.ethz.ch/research/software-lab/UFalcon.html
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[Kacprzak et al 2022]

Evaluate likelihood 
for model selection, parameter 
inference, outlier detection, … 

p(θ ∣ x) =
p(x ∣ θ) ⋅ p(θ)

p(x)
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Learning the data distribution
I’m sold! How do I learn a generative model for my data?

2. Maximize the likelihood of the model under the 

training data samples 

φ̂ = arg max
φ [log pφ ({x}train)]

Not so fast…

1. Ingredients: 

• A parameterized distribution  

• Samples from the data distribution

pφ(x)
{x}train ∼ p(x)

(empirical or simulated)

°2 0 2
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p(
x
)

pφ(x)

p(x)

Figure 2. Example spherical simulation shells from the fiducial cosmological model (top left) and
other models in the grid. The maps show the logarithm of the density contrast � = (⇢ � ⇢̄)/(⇢̄). All
maps come from different initial conditions. The top/bottom middle and right panels show extreme
cosmologies along/across the S8 degeneracy. The bottom left panel shows a cosmology close to the
fiducial, but with an extreme w0. The dynamic range of the plotted density constrast is different for
each cosmology, and spans the range between 2-98 percentile.

the number count of particles inside a pixel. We create a set benchmark simulations with the
number of base timesteps in PkdGrav3 increased to 500, with 100 step down to z=4 and
400 steps from z=4 to z=0.

The example spherical maps for different cosmological models are shown in Figure 2. The
points were chosen to illustrate the differences between the fiducial model (upper left) and the
grid: Top middle and top right panels shows extreme models along the S8 degeneracy, while
the lower middle and right panels shows models across that degeneracy. The lower left panel
shows a cosmology similar to the fiducial, but with extreme dark energy equation of state w0.
The maps show the log density contrast � = (⇢ � ⇢̄)/(⇢̄). The colorscale is chosen from the
fiducial cosmology, spanning the dynamical range between the 2nd and 98th percentile of the
sphere full map. The maps shown here are at the resolution of nside=1024 at z ⇡ 0.5. The
panels clearly show how different the maps of large scale structure are for varying cosmological
models. These complex pattern differences can be exploited by non-Gaussian statistics and
machine learning.

4 Observable maps projection

To create forward-modeled maps of observable probes, we project the lightcone shells against
probe kernels corresponding to the tomographic galaxy samples. We follow the formalism
used in Sgier et al. [104], Sgier et al. [105], where the Born approximation was used with the
UFalcon code7. The Born approximation was found to be sufficiently precise for lensing
analysis using simulations for intermediate scales by Fluri et al. [33], Petri et al. [90]. We

7https://cosmology.ethz.ch/research/software-lab/UFalcon.html
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The example spherical maps for different cosmological models are shown in Figure 2. The
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shows a cosmology similar to the fiducial, but with extreme dark energy equation of state w0.
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panels clearly show how different the maps of large scale structure are for varying cosmological
models. These complex pattern differences can be exploited by non-Gaussian statistics and
machine learning.

4 Observable maps projection

To create forward-modeled maps of observable probes, we project the lightcone shells against
probe kernels corresponding to the tomographic galaxy samples. We follow the formalism
used in Sgier et al. [104], Sgier et al. [105], where the Born approximation was used with the
UFalcon code7. The Born approximation was found to be sufficiently precise for lensing
analysis using simulations for intermediate scales by Fluri et al. [33], Petri et al. [90]. We

7https://cosmology.ethz.ch/research/software-lab/UFalcon.html

– 12 –

Figure 2. Example spherical simulation shells from the fiducial cosmological model (top left) and
other models in the grid. The maps show the logarithm of the density contrast � = (⇢ � ⇢̄)/(⇢̄). All
maps come from different initial conditions. The top/bottom middle and right panels show extreme
cosmologies along/across the S8 degeneracy. The bottom left panel shows a cosmology close to the
fiducial, but with an extreme w0. The dynamic range of the plotted density constrast is different for
each cosmology, and spans the range between 2-98 percentile.

the number count of particles inside a pixel. We create a set benchmark simulations with the
number of base timesteps in PkdGrav3 increased to 500, with 100 step down to z=4 and
400 steps from z=4 to z=0.

The example spherical maps for different cosmological models are shown in Figure 2. The
points were chosen to illustrate the differences between the fiducial model (upper left) and the
grid: Top middle and top right panels shows extreme models along the S8 degeneracy, while
the lower middle and right panels shows models across that degeneracy. The lower left panel
shows a cosmology similar to the fiducial, but with extreme dark energy equation of state w0.
The maps show the log density contrast � = (⇢ � ⇢̄)/(⇢̄). The colorscale is chosen from the
fiducial cosmology, spanning the dynamical range between the 2nd and 98th percentile of the
sphere full map. The maps shown here are at the resolution of nside=1024 at z ⇡ 0.5. The
panels clearly show how different the maps of large scale structure are for varying cosmological
models. These complex pattern differences can be exploited by non-Gaussian statistics and
machine learning.

4 Observable maps projection

To create forward-modeled maps of observable probes, we project the lightcone shells against
probe kernels corresponding to the tomographic galaxy samples. We follow the formalism
used in Sgier et al. [104], Sgier et al. [105], where the Born approximation was used with the
UFalcon code7. The Born approximation was found to be sufficiently precise for lensing
analysis using simulations for intermediate scales by Fluri et al. [33], Petri et al. [90]. We

7https://cosmology.ethz.ch/research/software-lab/UFalcon.html

– 12 –

⋯

{x}train ∼ p(x)
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The curse of dimensionality
Where is most of the probability mass concentrated in high dimensions?

Curse of 
dimensionality

Dealing with 
high-dim data

Learning high-dimensional distributions is challenging!

°3 °2 °1 0 1 2 3
°3

°2

°1

0

1

2

3

⟨∥x∥⟩ = d

σ = 1

x ∼ 𝒩(0,𝕀d)

• In high dimensions, most of the 
probability density of a 
Gaussian distribution lies in a 

thin shell at distance  from 
the center 

• Vanishingly small fraction of 
distribution support is actually 
occupied.

d
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Typicality and likelihood of samples
Which of these samples have a higher likelihood under ?ℒ = 𝒩(0,𝕀d)
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Evaluation of high-dimensional distributions is challenging!

log ℒ ≈ − 1.43 nats/dimlog ℒ ≈ − 0.92 nats/dim
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(Some) Ways of training deep generative models

Score-matching

5 Related Work

Markovian projection and Bridge Matching. The concept of Markovian projection has been
rediscovered multiple times (Krylov, 1984; Gyöngy, 1986; Dupire, 1994). In the machine learning
context, this was first proposed by Peluchetti (2021) to define Bridge Matching models. More recently,
Liu et al. (2022b) derived theoretical properties of the Markovian projection in Proposition 2, first
part of Lemma 6, and applied Bridge Matching for learning data on discrete and constrained domains.

Bridge and Flow Matching. Flow Matching corresponds to deterministic bridges with deterministic
samplers (ODEs) and has been under active study (Liu et al., 2023b; Liu, 2022; Lipman et al., 2023;
Albergo and Vanden-Eijnden, 2023; Heitz et al., 2023; Pooladian et al., 2023; Tong et al., 2023).
Denoising Diffusion Implicit Models (DDIM) (Song et al., 2021a) can also be formulated as a
discrete-time version of Flow Matching, see Liu et al. (2023b). These models have been extended
to the Riemannian setting by Chen and Lipman (2023). Recently, Albergo et al. (2023) studied the
influence of stochasticity in the bridge, through the concept of stochastic interpolants. Liu et al.
(2023a); Delbracio and Milanfar (2023) used Bridge Matching to perform image restoration tasks
and noted benefits of stochasticity empirically. Closely related to our work is the Rectified Flow
algorithm of Liu et al. (2023b), which corresponds to an iterative Flow Matching procedure in order to
improve the straightness of the flow and thus eases its simulation. DSBM-IMF is closest to Rectified
Flow, which can be seen as the deterministic limiting case as � ! 0. However, there are a few
important differences. Most notably, we adopt the SDE approach which is crucial for the validity
of Proposition 5 as well as for the empirical performance of DSBM. We discuss further distinctions
between DSBM and Rectified Flow in Appendix A.3.

Diffusion Schrödinger Bridge. Schrödinger Bridges (Schrödinger, 1932) are ubiquitous in
probability theory (Léonard, 2014b) and stochastic control (Dai Pra, 1991; Chen et al., 2021). More
recently, they have been used for generative modeling: De Bortoli et al. (2021) introduced the DSB
algorithm and Vargas et al. (2021); Chen et al. (2022) introduced similar algorithms. The case of Dirac
delta terminal distribution was investigated by Wang et al. (2021). These methods were later extended
to solve conditional simulation and more general control problems (Shi et al., 2022; Thornton et al.,
2022; Liu et al., 2022a; Chen et al., 2023; Tamir et al., 2023). In Somnath et al. (2023), SBs are
learned using one Bridge Matching iteration, assuming access to the true Schrödinger static coupling.
Our proposed method DSBM-IPF is closest to DSB, but with improved continous-time training and
projections on the reciprocal class which mitigate two limitations of DSB. Concurrently with our
work, Peluchetti (2023) independently introduced the DSBM-IMF approach (named IDBM therein).

6 Experiments

2D Experiments. We first show our proposed methods can learn lower kinetic energy transport maps
and generate correct samples in some 2D examples. We compare our method DSBM with DSB
(De Bortoli et al., 2021), Flow Matching (FM) (Lipman et al., 2023), Conditional Flow Matching

2-Wasserstein (Euler 20 steps)
Dataset moons scurve 8gaussians moons-8gaussians

DSBM-IPF 0.140±0.006 0.140±0.024 0.315±0.079 0.812±0.092
DSBM-IMF 0.144±0.024 0.145±0.037 0.338±0.091 0.838±0.098

DSB 0.190±0.049 0.272±0.065 0.411±0.084 0.987±0.324
FM 0.212±0.025 0.161±0.033 0.351±0.066 -

CFM 0.215±0.028 0.171±0.023 0.370±0.049 1.285±0.314
RF 0.129±0.022 0.126±0.019 0.267±0.041 1.522±0.304

OT-CFM 0.111±0.005 0.102±0.013 0.253±0.040 0.716±0.187

Path energy
moons scurve 8gaussians moons-8gaussians

1.598±0.034 2.110±0.059 14.91±0.310 42.16±1.026
1.580±0.036 2.092±0.053 14.81±0.255 41.00±1.495

- - - -
2.227±0.056 2.950±0.074 18.12±0.416 -
2.391±0.043 3.071±0.026 18.00±0.090 116.5±2.633
1.185±0.052 1.633±0.074 14.84±0.441 37.61±3.906
1.178±0.020 1.577±0.036 15.10±0.215 30.50±0.626

Table 2: Sampling quality as measured by 2-Wasserstein distance and path energy for the 2D
experiments. ±1 SD over 5 seeds. Best values are in bold and second best are italicized.

Figure 2: Learned SB probability flow between two mixtures of Gaussians (green ! yellow).
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Variational auto encoders 
Latent-variable modeling, and compression is all you need

Normalizing flows 
Invertible transformationsMarch 13, 2023

⇢(t) vs time
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⇢1
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⇢(t) vs time

⇢0
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Figure 1: The stochastic interpolant paradigm. A generative model based on the proposed
stochastic interpolant framework that connects two densities using only data from both. Designing
the time-dependent probability density bridging these densities and learning the drift coe�cients in
its evolution equation is independent from choosing how to sample it, which can be accomplished
with deterministic or stochastic generative models. Left panel: sampling with the probability flow
ODE. Right panel: sampling with the SDE with arbitrary noise amplitude. The ODE and the SDE
have di↵erent path but their time-dependent PDF is the same, and rely on the same estimates for
the velocity and the score.

generative models that satisfy ODEs and SDEs, respectively, and whose densities at time t are given
by ⇢(t).

Interestingly, the drift coe�cients entering these ODEs/SDEs are the unique minimizers of
quadratic objective functions that can be estimated empirically using data from ⇢0, ⇢1, and N(0, Id).
The resulting least-squares regression problem allows us to estimate the drift coe�cients of the
ODE/SDE, which can then be used to push samples from ⇢0 onto new samples from ⇢1 and vice-versa.

1.2 Main contributions and organization

The approach introduced in this paper is a versatile way to build generative models that has many
attractive features, which we now summarize.

• Due to the inclusion of the latent variable, the stochastic interpolant defined in Section 2.1 has a
probability distribution that is absolutely continuous with respect to the Lebesgue measure, with
a density that satisfies a first order transport equation (TE) as well as forward and backward
Fokker-Planck equations (FPEs) with tunable di↵usion coe�cients. These equations are given in
Section 2.2.

• The drift coe�cients entering the TE and the FPE are smoothed spatially by the presence of the
latent variable. These coe�cients are also the unique minimizers of quadratic objective functions,
given in Section 2.2, which are amenable to empirical estimation using the available data.

• Due to the inclusion of the latent variable, our approach gives a new loss for the score of the
time-dependent density of the interpolant, which we give in Section 2.2. This score enters as one
component of the drifts in the FPE, and it can also be related to the drift of the TE.

• We can readily derive ordinary di↵erential equations as well as forward and backward stochastic
di↵erential equations associated with the TE and the forward and backward FPE, respectively.
These ODEs and SDEs are given in Section 2.3 and can be used as generative models with the
possibility to tune the level of di↵usivity.

4

Diffusion models 
Models based on iterative refinement

Why (deep) generative modeling? 
What is it, and what can it do for you?
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A bird-eye view

(Probabilistic) Decoder(Probabilistic) Encoder

Latents

Original image
Reconstruction

μ

σ

z
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Real-world datasets often live in structured low-dimensional manifolds

The pursuit of low-dimensional structure

“Easy to model” z“Difficult to model” x

p(z ∣ x)
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Latent-variable modeling
Learn lower-dimensional structure in the data distribution

Observed variables

x

N

pϑ (x)

Make the problem easier by making it “harder”: 

introduce joint distribution pθ (x, z)

xz

Observed variablesLatent variables

N

pϑ (x, z)

Common factorization: 

pϑ (x, z) = p(z) ⋅ pϑ (x ∣ z)
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Latent-variable modeling
Maximum-likelihood training?

ϑ* = arg max
ϑ

pϑ(x)

= arg max
ϑ ∫ pϑ(x ∣ z)p(z) dz

= arg max
ϑ

⟨pϑ(x ∣ z)⟩p(z)

Difficult to build a good estimator!

Curse of 
dimensionality

Dealing with 
high-dim data

The intractability of  is closely related to the 
intractability of the posterior 

p(x)
p(z ∣ x)

p(z ∣ x) =
p(x, z)
p(x)

(Bayes’ theorem)
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Formally: expected excess “surprise” from 

using Q as a model when the actual distribution is P

19

A measure of similarity between two probability distributions

DKL(P∥Q) = ∫
∞

−∞
dx p(x) log ( p(x)

q(x) )
= ⟨log

p(x)
q(x) ⟩

x∼p(x)

°2 0 2

x

0.0
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0.3

0.4

0.5

0.6

p(
x
)

qφ(z)

p(z ∣ x)

Kullback–Leibler (KL) divergence

= − ⟨log q(x)⟩p(x)
+ ⟨log p(x)⟩p(x)

Cross-entropy ℍ(P, Q) (Self-)entropy ℍ(P)−
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KL-divergence
A measure of similarity between two probability distributions

DKL(Q∥P) = ∫
∞

−∞
dx q(x) log ( q(x)

p(x) )
Not symmetric! DKL(Q∥P) ≠ DKL(P∥Q)

Maximum-likelihood inference is equivalent 

to minimizing the forward KL

DKL(P𝒟∥Qφ) = − ⟨log qφ(z)⟩z∼p𝒟(z)
+ const .

Forward KL“Forward” KL DKL(P∥Q) “Reverse” KL DKL(Q∥P)

qφ(z)

p(z)

“True” distribution

Non-negative! DKL(Q∥P) ≥ 0
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Variational inference
Infer the posterior over the latent parameters

qφ(z ∣ x)

p(z ∣ x)

qφ0 qφ*Gradient a
sce

nt

D KL
(q φ

∥p)

DKL (qφ(z ∣ x)∥p(z ∣ x)) = log p(x) − ⟨log pϑ(x, z) − log qφ(z)⟩qφ(z)

Evidence Lower BOund (ELBO)Evidence −≥ 0

A two-for-one! 
Estimate approximate posterior  

Estimate likelihood/evidence 

qφ(z ∣ x) ≈ p(z ∣ x)
ELBO ≈ p(x)
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Variational inference
A general-purpose technique for posterior estimation: optimization instead of sampling

Figure 13: Illustration of modern statistical techniques discussed in this white paper section. Variational
inference (VI, Sec. 11.3.2) allows inference of very large numbers of model parameters, and requires gradient
calculations and explicit likelihoods. Simulation-based inference (SBI, Sec. 11.3.3) works in a likelihood-free
setting, and in particular sequential versions are very simulation efficient. Emulation (Sec. 11.3.4) can efficiently
substitute highly realistic but slow simulators. Driving computational technologies for these new methods are
deep learning, differentiable and deep probabilistic programming.

examples are here cosmological parameter fits [e.g., 114] or global scans for new physics scenarios [e.g., 1249].
This brings multiple challenges: Often no likelihood is published, which makes it impossible to perform a joint
analysis in a statistically principled way [1250]. Published experimental results typically rest on underlying
model assumptions for the signal, thus introducing difficulties in recasting them for different physical mod-
els. Furthermore, overlapping signal regions can complicate a sound statistical combination of measurements.
Lastly, combining observations featuring each many nuisance parameters increases the overall parameter count
of a model, leading to challenges for established inference algorithms. Many of these problems can be addressed
by end-to-end forward modeling, which we discuss in sections 11.3.2 and 11.3.3.

11.3 Current developments
In this section, we highlight a range of new developments in statistics, machine learning and computer science
that we consider promising for solving the most pressing data analysis challenges in the field of astroparticle
physics and cosmology, see Fig. 13.

11.3.1 Established likelihood-based methods

In a Bayesian context, the posterior Eq. (1) is typically approximated with samples drawn via Markov Chain
Monte Carlo (MCMC) methods or nested sampling. The main challenge is to ensure convergence of the sampling
to the posterior distribution, especially in high dimensional parameter spaces, for multi-modal posteriors and/or
curving degeneracies. The simplest MCMC algorithms (such as Metropolis-Hastings) have now largely been
superseded by more powerful approaches (Hamiltonian Monte Carlo [1251], affine-invariant ensembles, particle
filters, Gibbs sampling [1252]). Nested sampling is particularly effective for multi-modal distributions, with
MultiNest [1253] having become the de facto standard approach for parameter spaces of up to 30 dimensions,
past which its efficiency plummets due to the curse of dimensionality. Other nested sampling approaches exist
that scale more favourably with the dimensionality of the parameter space (such as PolyChord [1254]). In a
frequentist setting, inference is based on the maximum likelihood value. Maximising a function, especially in
high dimensions, is a difficult task. Posterior samplers can be adapted to it, but are not designed for this task.
Optimizers exist that use many strategies to try and locate the global maximum (genetic algorithms, local
optimizers, annealing schemes [e.g., 1255]) and to map the likelihood around it to obtain confidence regions.

65

Can handle a huge number of 
parameters

[EuCAPT White Paper 2021]
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A Bayesian latent-variable model optimized with variational inference

N
xz ⟨log

q(x, z)
p(x, z) ⟩

Maximizing ELBO  

 Minimizing reverse KL  

 “Aligning the forward and reverse processes”

≡
≡

Minimize

Forward process

qφ(z ∣ x) ⋅ p(x)

It’s so over

Reverse process

pϑ (x ∣ z) ⋅ p(z)

We’re so back

x z x′ 

Forward process Reverse process

Latents
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https://twitter.com/cwcyau/
status/1440434674556227591

https://twitter.com/cwcyau/status/1440434674556227591
https://twitter.com/cwcyau/status/1440434674556227591
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Variational inference

DKL (qφ(z)∥p(z ∣ x)) = log p(x) − ⟨log pϑ(x, z) − log qφ(z)⟩qφ(z)

Evidence Lower BOund (ELBO)Evidence −≥ 0

A general-purpose technique for posterior estimation

ELBO = ⟨log pϑ(x, z) − log qφ(z ∣ x)⟩qφ

= ⟨log pϑ(x ∣ z) + log p(z) − log qφ(z ∣ x)⟩qφ

= ⟨log pϑ(x ∣ z)⟩qφ
− DKL (qφ(z ∣ x) ∥ p(z))

“Regularization”“Reconstruction”
z°2 0 2

x

0.0

0.1

0.2

0.3

0.4

0.5

0.6

p(
x
)

qφ(z)

p(z ∣ x)
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VAEs in practice

x ∼ p(x) x′ ∼ pϑ(x ∣ z)

(Probabilistic) Decoder
Noise model / data likelihood

(Probabilistic) Encoder
qφ(z ∣ x) = 𝒩(z; μ, σ2𝕀)

Latents

z ∼ qφ(z ∣ x)

p(z) = 𝒩(z; 0, I)
Variational 

params.

Original image
Reconstruction

μ, σ2 = NNφ(x)

μ

σ

z
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VAEs in practice ELBO = ⟨log pϑ(x ∣ z)⟩qφ
− DKL (qφ(z ∣ x) ∥ p(z))

⟨log pϑ(x ∣ z)⟩qφ

Reconstruction (e.g., MSE, …)

∥x − x′ ∥2
2

DKL (qφ(z ∣ x) ∥ p(z))
Regularization

qφ(z ∣ x)

Reconstruction

μ

σ

z
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A semantically meaningful latent space
The KL-term enforces simplicity in the latent space, encouraging learned semantic structure and disentanglement

More latent regularizationPure reconstruction

First two PCs
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Neural compression: Rate-distortion theory
Autoencoding is a form of (neural) compression!

−ELBO = − ⟨log pϑ(x ∣ z)⟩qφ
+ DKL (qφ(z ∣ x) ∥ p(z))

Rate

“Amount of compression”

Distortion

“Reconstruction loss”

Rate

Distortion

Rate-distortion curve 
quantified this tradeoff

More lossy compression

Less lossy compression
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Controlling compression and disentanglement: -VAEsβ

−ELBO = − ⟨log pϑ(x ∣ z)⟩qφ
+β ⋅ DKL (qφ(z ∣ x) ∥ p(z))

RateDistortion

log p(x ∣ z; x′ ) = −
1
2 ( x − x′ 

σ )
2

+ log ( 1

σ 2π )

If the data-generating process is associated with a principled 
noise model, by using it (the likelihood) as the reconstruction 
loss we are aiming to reconstruct the mean data.

• Larger : More of the data variation is attributed to the 
likelihood  larger “ ”, more compression 

• Smaller : Latents  try to capture more of the variation in 
the data (e.g. small perceptual features)

σ
→ β

σ z
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Tutorials 1 and 2: variational inference and VAEs

• Implement the ELBO objective for variational 
inference 

• Construct a VAE and use it to build a generative 
model of galaxy images using samples form the HST 
COSMOS dataset 

• Boilerplate code for training/reconstruction/
sampling for quick iteration 

• Experiment with trade-offs between pure 
reconstruction and a latent space regularization

[Mandelbaum et al; https://zenodo.org/record/3242143]

Lead: Carol Cuesta-Lazaro

https://zenodo.org/record/3242143%5D
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Figure 1: The stochastic interpolant paradigm. A generative model based on the proposed
stochastic interpolant framework that connects two densities using only data from both. Designing
the time-dependent probability density bridging these densities and learning the drift coe�cients in
its evolution equation is independent from choosing how to sample it, which can be accomplished
with deterministic or stochastic generative models. Left panel: sampling with the probability flow
ODE. Right panel: sampling with the SDE with arbitrary noise amplitude. The ODE and the SDE
have di↵erent path but their time-dependent PDF is the same, and rely on the same estimates for
the velocity and the score.

generative models that satisfy ODEs and SDEs, respectively, and whose densities at time t are given
by ⇢(t).

Interestingly, the drift coe�cients entering these ODEs/SDEs are the unique minimizers of
quadratic objective functions that can be estimated empirically using data from ⇢0, ⇢1, and N(0, Id).
The resulting least-squares regression problem allows us to estimate the drift coe�cients of the
ODE/SDE, which can then be used to push samples from ⇢0 onto new samples from ⇢1 and vice-versa.

1.2 Main contributions and organization

The approach introduced in this paper is a versatile way to build generative models that has many
attractive features, which we now summarize.

• Due to the inclusion of the latent variable, the stochastic interpolant defined in Section 2.1 has a
probability distribution that is absolutely continuous with respect to the Lebesgue measure, with
a density that satisfies a first order transport equation (TE) as well as forward and backward
Fokker-Planck equations (FPEs) with tunable di↵usion coe�cients. These equations are given in
Section 2.2.

• The drift coe�cients entering the TE and the FPE are smoothed spatially by the presence of the
latent variable. These coe�cients are also the unique minimizers of quadratic objective functions,
given in Section 2.2, which are amenable to empirical estimation using the available data.

• Due to the inclusion of the latent variable, our approach gives a new loss for the score of the
time-dependent density of the interpolant, which we give in Section 2.2. This score enters as one
component of the drifts in the FPE, and it can also be related to the drift of the TE.

• We can readily derive ordinary di↵erential equations as well as forward and backward stochastic
di↵erential equations associated with the TE and the forward and backward FPE, respectively.
These ODEs and SDEs are given in Section 2.3 and can be used as generative models with the
possibility to tune the level of di↵usivity.

4

Diffusion models 
Models based on iterative refinement

Normalizing flows 
Invertible transformations

xz
N

p(x, z)

Variational auto encoders 
Latent-variable modeling, and compression is all you need

Why (deep) generative modeling? 
What is it, and what can it do for you?
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Diffusion models: overview

Reverse process (denoising)

xt−1 ∼ p(xt−1 ∣ xt)

Prompt: “A cat perched on an Ikea Poang chair” image ~ p(image|text prompt)

Forward process (adding noise)

x(t = 1) ∼ 𝒩(0, 1)x(t = 0) ∼ p(x)
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Towards diffusion: hierarchical VAEs

x

zT

z1

z2
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Towards diffusion: (Markovian) hierarchical VAEs

p (x ∣ z1)

q(z2 ∣ z1)

p (z1 ∣ z2)p (z2 ∣ z3)p (z3 ∣ z4)

q(z1 ∣ x)q(z3 ∣ z2)q(z4 ∣ z3)q(zT ∣ zT−1)

p (zT−1 ∣ zT)

Forward process

Reverse process

q (x, z1, z2, ⋯, zT) = q(x) q (z1 ∣ x) q (z2 ∣ z1)⋯q (zT ∣ zT−1)

p (x, z1, z2, ⋯, zT) = p (zT) p (zT−1 ∣ zT)⋯p (z1 ∣ z2) p (x ∣ z1)

xz1z3 z2zT ⋯ q(x)p(z)
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Diffusion models can be seen as hierarchical VAEs with a few restrictions:

Towards diffusion: (Markovian) hierarchical VAEs

• The forward (encoding) distribution prescribed as a Markov chain of Gaussians; it is not learned 

 

• Distributions of latents at the final timestep  is a standard (unit) Gaussian 

 

• The dimensionality of latents is the same as the data dimensionality 

 

q (zt ∣ zt−1) = 𝒩 (zt; αtzt−1, βt)
T

q(zT ∣ zT−1, …x) = 𝒩(zT; 0,𝕀)

dim(zt) = dim(x)

……

ztzt−1 zT



Siddharth Mishra-Sharma (MIT/IAIFI) | IAIFI Summer School /7037

Variational diffusion models
Align the forward and reverse distributions;  
variational lower bound (ELBO) as before

L = ⟨log
q (x, z1, z2, ⋯, zT)
p (x, z1, z2, ⋯, zT) ⟩

q(x)

[Kingma et al 2021] 

[Gory details: Luo 2022; 2208.11970]

L = ⟨log pϑ (x ∣ z1)⟩q(z1∣x)
− DKL (q (zT ∣ x) ∥p (zT)) −

T

∑
t=2

⟨DKL (q (zt−1 ∣ zt, x) ∥ pϑ (zt−1 ∣ zt))⟩
q(zt∣x)

Prior regularization 
(No trainable parameters)

Reconstruction 
(Noise model; no trainable parameters)

Denoising matching

ELBO! Bound on p(x)

https://arxiv.org/abs/2208.11970
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The forward process and diffusion kernel T

∑
t=2

⟨DKL (q (zt−1 ∣ zt, x) ∥ pϑ (zt−1 ∣ zt))⟩
q(zt∣x)

xz1z3 z2zT ⋯ q(x)

q (zt ∣ zt−1) = 𝒩 ( 1 − βt ⋅ zt−1, βt)
zt = 1 − βt ⋅ zt−1 + βt ⋅ ε

Variance-preserving noise schedule

Predict arbitrary timestep without Markovian sampling

q (zt ∣ x) = 𝒩 ( αt ⋅ x, 1 − αt)
ᾱt =

t

∏
i=1

αi

Diffusion kernel

q (zt ∣ x)

αt = 1 − βt
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The denoising objective
Given the nature of the forward (noising) process, 

 can be computed analyticallyq (zt−1 ∣ zt, x)

q (zt−1 ∣ zt, x) = 𝒩 (zt−1; μq(xt, x0), σq(t)𝕀)

pϑ (zt−1 ∣ zt, x) = 𝒩 (zt−1; μϑ(xt, x0), σϑ(t)𝕀)
Learnable denoising distribution; assume Gaussian

Set equalMatch

T

∑
t=2

⟨DKL (q (zt−1 ∣ zt, x) ∥ pϑ (zt−1 ∣ zt))⟩
q(zt∣x)

1
2σ2

q(t)
ᾱt−1 (1 − αt)2

(1 − ᾱt)2 [ ̂xθ (zt, t) − x
2]

Denoising loss
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The denoising objectives

1
2σ2

q(t)
ᾱt−1 (1 − αt)2

(1 − ᾱt)2 [ ̂xθ (zt, t) − x
2]

-prediction; MLEx
1

2σ2
q(t)

(1 − αt)2

(1 − ᾱt) αt
[ ϵ − ̂ϵθ (xt, t)

2]
-prediction; MLEϵ

ϵ − ̂ϵθ (xt, t)
2

-prediction; “simple”ϵ

Typical objective for training 
image diffusion models: 
SOTA on many tasks!

[Ho et al 2020]

https://arxiv.org/abs/2006.11239
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Simple objectives as a weighted sum of ELBOs
Kingma and Gao (2023) showed that common objectives can be written as a weighted sum 
(across different noise levels) of ELBOs

Lw(x) = ⟨w(t) ⋅ wML(t) ϵ − ̂ϵθ (zt, t)
2⟩

t,ϵ

Weighting for ELBO/
ML objective

Additional weighting 
(  for -prediction)w−1

ML ϵ

Loss function Implied weighting w(�) Monotonic?

ELBO [Kingma et al., 2021, Song et al., 2021a] 1 X
IDDPM (✏-prediction with ’cosine’ schedule) [Nichol and Dhariwal, 2021] sech(�/2)

EDM [Karras et al., 2022] (Appendix D.1) N (�; 2.4, 2.42) · (e�� + 0.52)

v-prediction with ‘cosine’ schedule [Salimans and Ho, 2022] (Appendix D.2) e��/2 X
Flow Matching with OT path (FM-OT) [Lipman et al., 2022] (Appendix D.3) e��/2 X
InDI [Delbracio and Milanfar, 2023] (Appendix D.4) e��sech2(�/4) X
P2 weighting with ‘cosine’ schedule [Choi et al., 2022] (Appendix D.5) sech(�/2)/(1 + e�)� , � = 0.5 or 1

Min-SNR-� [Hang et al., 2023] (Appendix D.6) sech(�/2) · min(1, �e��)

Table 1: Diffusion model objectives in the literature are special cases of the weighted loss with a
weighting function w(�) given in this table. See Section 3.1 and Appendix D for more details and
derivations. Most existing weighting functions are non-monotonic, except for the ELBO objective
and the v-prediction objective with ‘cosine’ schedule.

Figure 3: Diffusion model objectives in the literature are special cases of the weighted loss with
non-monotonic (left) or monotonic (right) weighting functions. Each weighting function is scaled
such that the maximum is 1 over the plotted range. See Table 1 and Appendix D.

3.1 The weighted loss

The objective functions used in practice, including the ones above, can be viewed as special cases of
a weighted loss introduced by Kingma et al. [2021]1with a particular choice of weighting function
w(�t):

Lw(x) =
1

2
Et⇠U(0,1),✏⇠N (0,I)


w(�t) · �

d�

dt
· ||✏̂✓(zt; �t) � ✏||22

�
(4)

See Appendix D for a derivation of the implied weighting functions for all popular diffusion losses.
Results are compiled in Table 1, and visualized in Figure 3.

The evidence lower bound (ELBO) objective (Equation 3) corresponds to the weighted loss Lw(x)
with uniform weighting, i.e. constant w(�t) = 1.

The noise-prediction objective (Equation 2) corresponds to Lw(x) with w(�t) = �1/(d�/dt). This
is more compactly expressed as w(�t) = p(�t), i.e., the PDF of the implied distribution over noise
levels � during training. Typically, the noise-prediction objective is used with the cosine schedule �t,
which implies w(�t) = p(�t) / sech(�t/2). See Section E.3 for the expression of p(�t) for various
noise schedules.

1More specifically, Kingma et al. [2021] expressed the weighted diffusion loss in terms of x-prediction, which
is equivalent to the expression above due to the relationship ||✏� ✏̂✓(zt;�)||22 d� = ||x� x̂✓(zt;�)||22e�d� =
||x� x̂✓(zt;�)||22 de�, where e� equals the signal-to-noise ratio (SNR).

5

More important 
for perceptual 
quality?

L(t; x) ≡ DKL (q (zt:1 ∣ x) ∥p (zt:1))

This allows us to further rewrite the expression of the weighted loss in Equation 26 as:

Lw(x) =

Z 1

0
�

d

dt
L(t;x) w(�t) dt (27)

=

Z 1

0

d

dt
w(�t) L(t;x) dt + w(�0)L(0;x) � w(�1)L(1;x) (28)

where

�w(�1) L(1;x) = �w(�1) DKL(q(z1|x)||p(z1)) (29)

is constant w.r.t. ✓, since it does not involve the score function, and typically very small, since
DKL(q(z1|x)||p(z1)) is typically small by design.

The term w(�0)DKL(q(z0,...,1|x)||p(z0,...,1)) is typically small, since w(�0) is typically very small
(see Figure 3).

This concludes our proof of Equation 8. ⌅

B Visualization

We tried to create a helpful visualization of the result from Section A.2. Note that we can rewrite:
Z 1

0

d

dt
w(�t) L(t;x) dt =

Z t=0

t=1
w(�t) dL(t;x) (30)

The relationship in Equation 28 can be rewritten as:

w(�1) L(1) +

Z t=0

t=1
w(�t) dL(t;x) = w(�0) L(0) +

Z t=1

t=0
L(t;x) dw(�t) (31)

The first LHS term equals a weighted prior loss term, and the second LHS term equals the weighted
diffusion loss. From a geometric perspective, the two LHS terms together define an area that equals
the area given by the right term, as illustrated in the figure below.
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w(�0) L(0;x)

On the left, we have a rectangular area that equals a weighted prior loss w(�1)L(1), plus a curved area
equal to the weighted diffusion loss

R t=0
t=1 w(�t) dL(t;x). This integral can be intuitively understood

as a Riemann sum over many tiny rectangles going from left (t = 1) to right (t = 0), each with
height w(�t) and width dL(t;x). On the right, we have the same total area, but divided up into
two different subareas: a rectangular area w(�0)L(0) and a curved area that equals the integralR t=1

t=0 L(t;x) dw(�t) going upwards from t = 0 to t = 1, which can also be intuitively understood as
another Riemann sum, with each tiny rectangle having width L(t;x) and height dw(�t). The area of
each of those tiny rectangles on the right can be understood as the ELBO at each noise level, L(t;x),
times the weight of the ELBO at each noise level, dw(�t).

C Relationship between DKL(q(zt,...,1|x)||p(zt,...,1)) and the ELBO

First, note that:

L(t;x) = DKL(q(zt,...,1|x)||p(zt,...,1)) � DKL(q(zt|x)||p(zt)) (32)

15

ELBOs at different 
noise levels

Interpretation: data augmentation with additive Gaussian 
noise / data-distribution smoothing

Lw(x) ∝ ∫
1

0

d
dt

w(t) L(t; x) dt+w(t0) L(0; x)
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Continuous-time/SDE formulation

xt = 1 − β(t)Δtxt−1 + β(t)Δt𝒩(0,𝕀)

≈ xt−1 −
β(t)Δt

2
xt−1 + β(t)Δt𝒩(0,𝕀)

In the limit of infinite time steps,  and the forward diffusion process can be written asΔt → 0

dxt = −
1
2

β(t)xt dt + β(t)dwt

Which is an update rule corresponding to the Euler-Murayama discretization of the stochastic 
differential equation (SDE)

xt = 1 − βt ⋅ xt−1 + βt ⋅ ε
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Continuous-time/SDE formulation

dxt = −
1
2

β(t)xt dt + β(t)dwt

The forward diffusion process defined by an SDE

[Song et al 2021]

https://yang-song.net/blog/2021/score/

https://yang-song.net/blog/2021/score/
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The reverse SDE
The reverse process satisfies a reverse-time SDE that can be derived from the forward SDE and 
the score of the marginal distribution, ∇xt

log q(xt)

dxt = [−
1
2

β(t)xt − β(t)∇xt
log q (xt)] dt + β(t)dwt

[Song et al 2021]

https://yang-song.net/blog/2021/score/

https://yang-song.net/blog/2021/score/
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Denoising score matching
Need to compute the score ∇xt

log q(xt)

The conditional score  can be computed using the diffusion kernel∇xt
log q(xt ∣ x)

∇xt
log q(xt ∣ x) = −

(xt − x)
σ2

t
= −

ϵ
σt

1
2σ2

q(t)
(1 − αt)2

(1 − ᾱt) αt
[ ϵ − ̂ϵθ (xt, t)

2] 1
2σ2

q(t)
(1 − αt)2

αt [ sθ (xt, t) − ∇log q(xt)
2]

Noise-prediction Score-matching

The noise- and score-prediction networks are equivalent up to a std-scaling

⟺

*  conditioning disappears when taking 
expectation wrt  to give marginal score

x
x

*
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The noise/score-prediction model and latent diffusion

tion z = E(x), and the decoder D reconstructs the im-
age from the latent, giving x̃ = D(z) = D(E(x)), where
z 2 Rh⇥w⇥c. Importantly, the encoder downsamples the
image by a factor f = H/h = W/w, and we investigate
different downsampling factors f = 2m, with m 2 N.

In order to avoid arbitrarily high-variance latent spaces,
we experiment with two different kinds of regularizations.
The first variant, KL-reg., imposes a slight KL-penalty to-
wards a standard normal on the learned latent, similar to a
VAE [46, 69], whereas VQ-reg. uses a vector quantization
layer [96] within the decoder. This model can be interpreted
as a VQGAN [23] but with the quantization layer absorbed
by the decoder. Because our subsequent DM is designed
to work with the two-dimensional structure of our learned
latent space z = E(x), we can use relatively mild compres-
sion rates and achieve very good reconstructions. This is
in contrast to previous works [23, 66], which relied on an
arbitrary 1D ordering of the learned space z to model its
distribution autoregressively and thereby ignored much of
the inherent structure of z. Hence, our compression model
preserves details of x better (see Tab. 8). The full objective
and training details can be found in the supplement.

3.2. Latent Diffusion Models
Diffusion Models [82] are probabilistic models designed to
learn a data distribution p(x) by gradually denoising a nor-
mally distributed variable, which corresponds to learning
the reverse process of a fixed Markov Chain of length T .
For image synthesis, the most successful models [15,30,72]
rely on a reweighted variant of the variational lower bound
on p(x), which mirrors denoising score-matching [85].
These models can be interpreted as an equally weighted
sequence of denoising autoencoders ✏✓(xt, t); t = 1 . . . T ,
which are trained to predict a denoised variant of their input
xt, where xt is a noisy version of the input x. The corre-
sponding objective can be simplified to (Sec. B)

LDM = Ex,✏⇠N (0,1),t

h
k✏� ✏✓(xt, t)k22

i
, (1)

with t uniformly sampled from {1, . . . , T}.
Generative Modeling of Latent Representations With
our trained perceptual compression models consisting of E
and D, we now have access to an efficient, low-dimensional
latent space in which high-frequency, imperceptible details
are abstracted away. Compared to the high-dimensional
pixel space, this space is more suitable for likelihood-based
generative models, as they can now (i) focus on the impor-
tant, semantic bits of the data and (ii) train in a lower di-
mensional, computationally much more efficient space.

Unlike previous work that relied on autoregressive,
attention-based transformer models in a highly compressed,
discrete latent space [23,66,103], we can take advantage of
image-specific inductive biases that our model offers. This

Semantic 
 Map

crossattention

Latent Space Conditioning 

Text

Diffusion Process

denoising step switch skip connection

Repres 
entations

Pixel Space

Images

Denoising U-Net

concat

Figure 3. We condition LDMs either via concatenation or by a
more general cross-attention mechanism. See Sec. 3.3

includes the ability to build the underlying UNet primar-
ily from 2D convolutional layers, and further focusing the
objective on the perceptually most relevant bits using the
reweighted bound, which now reads

LLDM := EE(x),✏⇠N (0,1),t

h
k✏� ✏✓(zt, t)k22

i
. (2)

The neural backbone ✏✓(�, t) of our model is realized as a
time-conditional UNet [71]. Since the forward process is
fixed, zt can be efficiently obtained from E during training,
and samples from p(z) can be decoded to image space with
a single pass through D.

3.3. Conditioning Mechanisms
Similar to other types of generative models [56, 83],

diffusion models are in principle capable of modeling
conditional distributions of the form p(z|y). This can
be implemented with a conditional denoising autoencoder
✏✓(zt, t, y) and paves the way to controlling the synthesis
process through inputs y such as text [68], semantic maps
[33, 61] or other image-to-image translation tasks [34].

In the context of image synthesis, however, combining
the generative power of DMs with other types of condition-
ings beyond class-labels [15] or blurred variants of the input
image [72] is so far an under-explored area of research.

We turn DMs into more flexible conditional image gener-
ators by augmenting their underlying UNet backbone with
the cross-attention mechanism [97], which is effective for
learning attention-based models of various input modali-
ties [35,36]. To pre-process y from various modalities (such
as language prompts) we introduce a domain specific en-
coder ⌧✓ that projects y to an intermediate representation
⌧✓(y) 2 RM⇥d⌧ , which is then mapped to the intermediate
layers of the UNet via a cross-attention layer implementing
Attention(Q,K, V ) = softmax

⇣
QK

T
p
d

⌘
· V , with

Q = W
(i)
Q

· 'i(zt), K = W
(i)
K

· ⌧✓(y), V = W
(i)
V

· ⌧✓(y).

Here, 'i(zt) 2 RN⇥d
i
✏ denotes a (flattened) intermediate

representation of the UNet implementing ✏✓ and W
(i)
V

2

4

Rate

Distortion

More lossy  
compression

Less lossy  
compression

[Rombach et al 2021]

Perceptual compression while retaining 
semantically meaningful information
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Work with Carol Cuesta-Lazaro [MIT/IAIFI]

An application to galaxy clustering
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DESI
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The likelihood of a galaxy field

DESI

p( ∣ )Cosmology parameters

Intractable!

Simplify this and/or this

p(x ∣ θ)
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Emulation and inference

Emulation/ 
sampling∼ p( ∣ )Cosmology

Parameter  
estimation
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p( ∣ )Cosmology 
Ωm, σ8

∇{Ωm,σ8}p Differentiable likelihood  
 even better!→
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Want a score model that 
• Operates on sets of varying cardinality 
• Is permutation equivariant 
• Efficiently captures correlation structure of point 

cloud

The diffusion score model

✓ Tranformers 

✓ Graph neural networks
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Graph neural network-guided diffusion on galaxies
Samples from Quijote [Villaescusa-Navarro et al, 2021].

Forward process (adding noise)

Reverse process (denoising)

Cosmology parameters 
+ Galaxy-halo parameters

{Ωm, σ8, …}

SM, Cuesta-Lazaro [ICML ML4Astro]
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Diffusion on galaxies
Conditional generation x ∼ p(x ∣ Ωm, σ8)Diffusion process

SM, Cuesta-Lazaro [ICML ML4Astro]
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Likelihoods and parameter inference

For a given dataset, can use the likelihood  
for posterior parameter inference 

• Monte Carlo sampling (MCMC, nested sampling, HMC…)  

• Variational inference

p(x ∣ θ)
Preliminary
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Another application: as a galaxy prior for gravitational lensing

�N = 0.001 �N = 0.1 �N = 0.8 �N = 1.0 �N = 5.0

Data with increasing levels of noise

Samples from the posterior p(x | y)Ground Truth
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Figure 2: Application of the method to a lensing system with a highly out-of-distribution source.
The ground truth is given in the leftmost panel. Other panels show increasingly noisy data (lower
row) and a sample from their corresponding source posterior (upper row). As the likelihood becomes
less informative, the prior dominates, making the sources increasingly look like galaxies.

3 Results and conclusions

To test our method, we trained our SBM on the PROBES dataset [33, 34], a high-quality sample of
2059 galaxies with 256 ⇥ 256 pixels. We used the data normalization scheme described in sec. 3.1
of Smith et al. [19]. For the SDE parameters we set �max = 263.4 (our estimation of the largest
Euclidean distance between any two pairs in our training set [32]) and chose �min = 10�4, roughly
the scale of the smallest details in the training images. Our network is the reference PyTorch [35]
implementation of NCSN++ architecture from Song et al. [22].1 Training was carried out on four
NVIDIA V100 GPUs, with a batch size of 16, for a total of ⇠ 350 000 optimization steps (⇠ 70
hours wall-time). The results shown in fig. 1 are in the g band (though in principle our framework
can be extended to multiband data). The lens deflections are modeled using a singular isothermal
ellipsoid (SIE) (see e.g. [36]) plus external shear. We produce noise-free images at 256 ⇥ 256
resolution by ray-tracing and bilinearly-interpolating the source over the deflected coordinates. We
then pixelate at 128⇥ 128 resolution with average pooling. For sampling, we use 80 V100 GPUs in
parallel, yielding 320 samples in less than one hour (wall-time).

In fig. 1 we apply our method to a simulated lens from our test set. We show two posterior samples
to give a sense of their variations, along with the mean and standard deviation calculated using 320
samples; see fig. 3 for more samples. We find individual reconstructions and their mean match the
observation almost down to the noise level. In the source plane, the bright core, spiral arms, and
small but sharp clumps are well-reconstructed. Other small-scale features differ between the samples
and have larger reconstruction uncertainties. The map of the standard deviation of the samples
clearly shows fewer variations close to the diamond caustic, which matches our expectations, since
these regions are highly magnified and thus better constrained. We find some posterior samples
have bright peripheral spots, showing the model has learned they are present in the prior and that the
approximation in our posterior sampling procedure does not suppress them.

Next, we apply our method to reconstructing an extremely out-of-distribution source.2 The results
are shown in fig. 2. For low-noise observations, where the likelihood is highly informative, the
model yields excellent reconstructions, capturing even small-scale spots in the source. This demon-
strates that the model is qualitatively robust to distributional shifts when the likelihood is highly
informative. With increasing noise levels the likelihood becomes less informative and the recon-
structions increasingly resemble samples from the prior. As expected, the highly magnified regions
in the center of the image (near the caustics) are better constrained.

1Available at https://github.com/yang-song/score_sde_pytorch/, released under Apache License
Version 2.0.

2Our source was generated with DALL-E 2 [37] using the prompt “A galaxy in the shape of the number 7
on a dark background”.

4

p(galaxies)

True source image Predicted source imageObserved lensed image

True source image Predicted source imageObserved lensed image

Gravitational 
lensing

[Adam, Coogan, Malkin et al 2022]

https://arxiv.org/abs/2211.03812
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⇢(t) vs time
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⇢1
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⇢(t) vs time

⇢0
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Figure 1: The stochastic interpolant paradigm. A generative model based on the proposed
stochastic interpolant framework that connects two densities using only data from both. Designing
the time-dependent probability density bridging these densities and learning the drift coe�cients in
its evolution equation is independent from choosing how to sample it, which can be accomplished
with deterministic or stochastic generative models. Left panel: sampling with the probability flow
ODE. Right panel: sampling with the SDE with arbitrary noise amplitude. The ODE and the SDE
have di↵erent path but their time-dependent PDF is the same, and rely on the same estimates for
the velocity and the score.

generative models that satisfy ODEs and SDEs, respectively, and whose densities at time t are given
by ⇢(t).

Interestingly, the drift coe�cients entering these ODEs/SDEs are the unique minimizers of
quadratic objective functions that can be estimated empirically using data from ⇢0, ⇢1, and N(0, Id).
The resulting least-squares regression problem allows us to estimate the drift coe�cients of the
ODE/SDE, which can then be used to push samples from ⇢0 onto new samples from ⇢1 and vice-versa.

1.2 Main contributions and organization

The approach introduced in this paper is a versatile way to build generative models that has many
attractive features, which we now summarize.

• Due to the inclusion of the latent variable, the stochastic interpolant defined in Section 2.1 has a
probability distribution that is absolutely continuous with respect to the Lebesgue measure, with
a density that satisfies a first order transport equation (TE) as well as forward and backward
Fokker-Planck equations (FPEs) with tunable di↵usion coe�cients. These equations are given in
Section 2.2.

• The drift coe�cients entering the TE and the FPE are smoothed spatially by the presence of the
latent variable. These coe�cients are also the unique minimizers of quadratic objective functions,
given in Section 2.2, which are amenable to empirical estimation using the available data.

• Due to the inclusion of the latent variable, our approach gives a new loss for the score of the
time-dependent density of the interpolant, which we give in Section 2.2. This score enters as one
component of the drifts in the FPE, and it can also be related to the drift of the TE.

• We can readily derive ordinary di↵erential equations as well as forward and backward stochastic
di↵erential equations associated with the TE and the forward and backward FPE, respectively.
These ODEs and SDEs are given in Section 2.3 and can be used as generative models with the
possibility to tune the level of di↵usivity.

4

Diffusion models 
Models based on iterative refinement

Variational auto encoders 
Latent-variable modeling, and compression is all you need

Why (deep) generative modeling? 
What is it, and what can it do for you?
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Normalizing flows

Efficient sampling: θ ∼ ̂p(θ)

Efficient density estimation: log ̂p(θ)

pz(z)

Base density

p(θ) = pz (f −1(θ)) |det∇f |−1

One-to-one transformation 

Tractable  and f −1 det∇f

θ = f(z)
… …

[Rezende & Mohamed 2015]

Target density
(IAIFI logo)

p(θ)
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Normalizing flows

xz

f(z)

f −1(x)

p(x)p(z)

Normalizing

Flow

The distribution  should 

• Have an easy-to-evaluate density 

• Be easy to sample from 

p(z)

z ∼ p(z)

Typically 
p(z) = 𝒩(0,𝕀)

The function  should be  

• One-to-one 

• Differentiable 

• Invertible 

• Tractable   and 

f

f −1 det ∇f

Diffeomorphism} • Constrained form of the transformation can limit the 
expressivity of flows compared to e.g. diffusion models.  

• However, for certain physics applications the transformation 
can be restricted in a specific, desired way; see Miranda 
Cheng’s lectures on Wednesday!
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Normalizing flows

p(x) = p(z)
dz
dx

= p (f −1(x)) df −1

dx
= p (f −1(x)) |det∇f |−1

∫ p(x)dx = ∫ p(z)dz = 1 Train using maximum-likelihood objective

Computing : change-of-variables formulap(x)

φ* = ⟨arg max
φ

p (f −1
φ (x)) |det∇fφ |−1 ⟩

x∼p(x)

xz1

f(z1)

f −1(x)

p(x)⋯p(zT) zT

f(z2)

f −1(z1)

zT−1

Multiple flow 
transformation can be 
easily composed for 
e.g. expressivity
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Simple flow transformations
Example: Affine coupling flow

exp(s) t

+×
Scale Shift

NNφ

 
transform 

conditioned on  

zd+1:D

z1:d

 don’t  
change

z1:d x1z1

x2

xD

z2

zD
⋯⋯

f(z)
xd+1:D = zd+1:D ⊙ exp (s (x1:d)) + t (x1:d)
Transformation ✅

⟺

zd+1:D = (xd+1:D − t (x1:d)) ⊙ exp (−s (x1:d))
Inverse ✅

det(∇f ) =
D−d

∏
j=1

exp (s (z1:d))j
= exp

D−d

∑
j=1

s (z1:d)j

Jacobian determinant ✅

+ Switch up order of transformed 
variables at every transformation

[RealNVP; Dinh et al 2016]
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Continuous-time normalizing flows
Parameterize the transformation by a neural ODE

d log p(x(t))
dt

= − Tr ( df
dx(t) )

Instantaneous change-of-variable formula

dx
dt

= f (x(t))

ODE with reversible dynamics

Cons 😵💫 

• Need for efficient trace calculation 

• Solving an ODE and backpropping through the solution can 
make for cumbersome training

Pro ✅ 

Unrestricted form of transformation !f(x)
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Simulator

Parameters 
θ

Observations 
x

• Well-motivated mechanistic, causal model 

• Simulator can generate samples  x ∼ p(x |θ)
Prediction:

• Likelihood  is intractable 

• Inference is challenging

p(x |θ) = ∫ dz p(x, z |θ)
Inference:

Simulation-based inference (SBI)

Latent z
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Conditioning on data

63

Flows in simulation-based inference
Flows are commonly employed as conditional posterior density estimators in simulation-based inference

z

p(
z)

……

p(z)

fϑ

Density estimation

x

p(
x
)

p(θ ∣ x)Posterior distribution

; optimize { , } simultaneouslyℒ = log pf (θ ∣ g(x)) gφ fϑ

p(x ∣ θ) ⋅ p(θ)

x
θ

Data

Parameters

…
Feature 

Extraction

gφ
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Led by Tri Nguyen and with Lina Necib [MIT/IAIFI]

An application to dwarf galaxies

Dark matter

Stars
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Another application: extracting the dark matter distribution from dwarf galaxies
[Nguyen, SM et al 2022]

Galaxies and clusters

Dark subhalos

Dwarf galaxies

Size/mass of dark matter subhalos

Dwarf galaxies are intermediate-sized galaxies well-suited for studying dark matter

Fornax dwarf galaxy

ESO
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[Nguyen, SM et al 2022]Extracting the dark matter distribution from dwarf galaxies

Prediction 
 (🤗 with a simulator!)

Inference 
(💀)

DM density profile

D
en

si
ty

 o
f h

al
o,

 ρ
(r

)

Distance from center of halo, r

(Cusp) 
Cold DM

(Core) 
Self-interacting DM

∼ r−1

∼ r0
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[Nguyen, SM et al 2022]Extracting the dark matter distribution

… ……

rs

ρ0

γ θ ∼ p (θ ∣ x)
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θ
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Conditional flow transformation  θ = f(u)

… …
…

{ ⃗r, vlos}

Sim

DM + stellar parameters θ
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Diffusion models are just normalizing flows trained in a 
“simulation-free” way by score/noise-matching!

68

Back to diffusion: the probability flow ODE
For any diffusion process, there exists a corresponding deterministic process whose trajectories share the same marginal 
probability densities  as the SDE [Song et al 2021]p(xt)

Published as a conference paper at ICLR 2021

 

  

Forward SDEData Prior DataReverse SDE

  

Figure 2: Overview of score-based generative modeling through SDEs. We can map data to a
noise distribution (the prior) with an SDE (Section 3.1), and reverse this SDE for generative modeling
(Section 3.2). We can also reverse the associated probability flow ODE (Section 4.3), which yields a
deterministic process that samples from the same distribution as the SDE. Both the reverse-time SDE
and probability flow ODE can be obtained by estimating the score rx log ptpxq (Section 3.3).

where w is the standard Wiener process (a.k.a., Brownian motion), fp¨, tq : Rd Ñ Rd is a vector-
valued function called the drift coefficient of xptq, and gp¨q : R Ñ R is a scalar function known as
the diffusion coefficient of xptq. For ease of presentation we assume the diffusion coefficient is a
scalar (instead of a dˆ d matrix) and does not depend on x, but our theory can be generalized to hold
in those cases (see Appendix A). The SDE has a unique strong solution as long as the coefficients
are globally Lipschitz in both state and time (Øksendal, 2003). We hereafter denote by ptpxq the
probability density of xptq, and use pstpxptq | xpsqq to denote the transition kernel from xpsq to xptq,
where 0 § s † t § T .

Typically, pT is an unstructured prior distribution that contains no information of p0, such as a
Gaussian distribution with fixed mean and variance. There are various ways of designing the SDE in
Eq. (5) such that it diffuses the data distribution into a fixed prior distribution. We provide several
examples later in Section 3.4 that are derived from continuous generalizations of SMLD and DDPM.

3.2 GENERATING SAMPLES BY REVERSING THE SDE

By starting from samples of xpT q „ pT and reversing the process, we can obtain samples xp0q „ p0.
A remarkable result from Anderson (1982) states that the reverse of a diffusion process is also a
diffusion process, running backwards in time and given by the reverse-time SDE:

dx “ rfpx, tq ´ gptq2rx log ptpxqsdt ` gptqdw̄, (6)

where w̄ is a standard Wiener process when time flows backwards from T to 0, and dt is an
infinitesimal negative timestep. Once the score of each marginal distribution, rx log ptpxq, is known
for all t, we can derive the reverse diffusion process from Eq. (6) and simulate it to sample from p0.

3.3 ESTIMATING SCORES FOR THE SDE

The score of a distribution can be estimated by training a score-based model on samples with
score matching (Hyvärinen, 2005; Song et al., 2019a). To estimate rx log ptpxq, we can train a
time-dependent score-based model s✓px, tq via a continuous generalization to Eqs. (1) and (3):

✓˚ “ argmin
✓

Et

!
�ptqExp0qExptq|xp0q

“ ��s✓pxptq, tq ´ rxptq log p0tpxptq | xp0qq
��2
2

‰)
. (7)

Here � : r0, T s Ñ R°0 is a positive weighting function, t is uniformly sampled over r0, T s,
xp0q „ p0pxq and xptq „ p0tpxptq | xp0qq. With sufficient data and model capacity, score matching
ensures that the optimal solution to Eq. (7), denoted by s✓˚ px, tq, equals rx log ptpxq for almost all
x and t. As in SMLD and DDPM, we can typically choose �91{E

“ ��rxptq log p0tpxptq | xp0qq
��2
2

‰
.

Note that Eq. (7) uses denoising score matching, but other score matching objectives, such as sliced

4

dx = [f(x, t) −
1
2

g2(t)∇xlog pt(x)] dt

Probability flow ODE

Wait, it’s just a 
normalizing flow?

Always has been
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Iterative refinement, interpolants, consistency, …
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⇢(t) vs time
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ODE
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Figure 1: The stochastic interpolant paradigm. A generative model based on the proposed
stochastic interpolant framework that connects two densities using only data from both. Designing
the time-dependent probability density bridging these densities and learning the drift coe�cients in
its evolution equation is independent from choosing how to sample it, which can be accomplished
with deterministic or stochastic generative models. Left panel: sampling with the probability flow
ODE. Right panel: sampling with the SDE with arbitrary noise amplitude. The ODE and the SDE
have di↵erent path but their time-dependent PDF is the same, and rely on the same estimates for
the velocity and the score.

generative models that satisfy ODEs and SDEs, respectively, and whose densities at time t are given
by ⇢(t).

Interestingly, the drift coe�cients entering these ODEs/SDEs are the unique minimizers of
quadratic objective functions that can be estimated empirically using data from ⇢0, ⇢1, and N(0, Id).
The resulting least-squares regression problem allows us to estimate the drift coe�cients of the
ODE/SDE, which can then be used to push samples from ⇢0 onto new samples from ⇢1 and vice-versa.

1.2 Main contributions and organization

The approach introduced in this paper is a versatile way to build generative models that has many
attractive features, which we now summarize.

• Due to the inclusion of the latent variable, the stochastic interpolant defined in Section 2.1 has a
probability distribution that is absolutely continuous with respect to the Lebesgue measure, with
a density that satisfies a first order transport equation (TE) as well as forward and backward
Fokker-Planck equations (FPEs) with tunable di↵usion coe�cients. These equations are given in
Section 2.2.

• The drift coe�cients entering the TE and the FPE are smoothed spatially by the presence of the
latent variable. These coe�cients are also the unique minimizers of quadratic objective functions,
given in Section 2.2, which are amenable to empirical estimation using the available data.

• Due to the inclusion of the latent variable, our approach gives a new loss for the score of the
time-dependent density of the interpolant, which we give in Section 2.2. This score enters as one
component of the drifts in the FPE, and it can also be related to the drift of the TE.

• We can readily derive ordinary di↵erential equations as well as forward and backward stochastic
di↵erential equations associated with the TE and the forward and backward FPE, respectively.
These ODEs and SDEs are given in Section 2.3 and can be used as generative models with the
possibility to tune the level of di↵usivity.

4

5 Related Work

Markovian projection and Bridge Matching. The concept of Markovian projection has been
rediscovered multiple times (Krylov, 1984; Gyöngy, 1986; Dupire, 1994). In the machine learning
context, this was first proposed by Peluchetti (2021) to define Bridge Matching models. More recently,
Liu et al. (2022b) derived theoretical properties of the Markovian projection in Proposition 2, first
part of Lemma 6, and applied Bridge Matching for learning data on discrete and constrained domains.

Bridge and Flow Matching. Flow Matching corresponds to deterministic bridges with deterministic
samplers (ODEs) and has been under active study (Liu et al., 2023b; Liu, 2022; Lipman et al., 2023;
Albergo and Vanden-Eijnden, 2023; Heitz et al., 2023; Pooladian et al., 2023; Tong et al., 2023).
Denoising Diffusion Implicit Models (DDIM) (Song et al., 2021a) can also be formulated as a
discrete-time version of Flow Matching, see Liu et al. (2023b). These models have been extended
to the Riemannian setting by Chen and Lipman (2023). Recently, Albergo et al. (2023) studied the
influence of stochasticity in the bridge, through the concept of stochastic interpolants. Liu et al.
(2023a); Delbracio and Milanfar (2023) used Bridge Matching to perform image restoration tasks
and noted benefits of stochasticity empirically. Closely related to our work is the Rectified Flow
algorithm of Liu et al. (2023b), which corresponds to an iterative Flow Matching procedure in order to
improve the straightness of the flow and thus eases its simulation. DSBM-IMF is closest to Rectified
Flow, which can be seen as the deterministic limiting case as � ! 0. However, there are a few
important differences. Most notably, we adopt the SDE approach which is crucial for the validity
of Proposition 5 as well as for the empirical performance of DSBM. We discuss further distinctions
between DSBM and Rectified Flow in Appendix A.3.

Diffusion Schrödinger Bridge. Schrödinger Bridges (Schrödinger, 1932) are ubiquitous in
probability theory (Léonard, 2014b) and stochastic control (Dai Pra, 1991; Chen et al., 2021). More
recently, they have been used for generative modeling: De Bortoli et al. (2021) introduced the DSB
algorithm and Vargas et al. (2021); Chen et al. (2022) introduced similar algorithms. The case of Dirac
delta terminal distribution was investigated by Wang et al. (2021). These methods were later extended
to solve conditional simulation and more general control problems (Shi et al., 2022; Thornton et al.,
2022; Liu et al., 2022a; Chen et al., 2023; Tamir et al., 2023). In Somnath et al. (2023), SBs are
learned using one Bridge Matching iteration, assuming access to the true Schrödinger static coupling.
Our proposed method DSBM-IPF is closest to DSB, but with improved continous-time training and
projections on the reciprocal class which mitigate two limitations of DSB. Concurrently with our
work, Peluchetti (2023) independently introduced the DSBM-IMF approach (named IDBM therein).

6 Experiments

2D Experiments. We first show our proposed methods can learn lower kinetic energy transport maps
and generate correct samples in some 2D examples. We compare our method DSBM with DSB
(De Bortoli et al., 2021), Flow Matching (FM) (Lipman et al., 2023), Conditional Flow Matching

2-Wasserstein (Euler 20 steps)
Dataset moons scurve 8gaussians moons-8gaussians

DSBM-IPF 0.140±0.006 0.140±0.024 0.315±0.079 0.812±0.092
DSBM-IMF 0.144±0.024 0.145±0.037 0.338±0.091 0.838±0.098

DSB 0.190±0.049 0.272±0.065 0.411±0.084 0.987±0.324
FM 0.212±0.025 0.161±0.033 0.351±0.066 -

CFM 0.215±0.028 0.171±0.023 0.370±0.049 1.285±0.314
RF 0.129±0.022 0.126±0.019 0.267±0.041 1.522±0.304

OT-CFM 0.111±0.005 0.102±0.013 0.253±0.040 0.716±0.187

Path energy
moons scurve 8gaussians moons-8gaussians

1.598±0.034 2.110±0.059 14.91±0.310 42.16±1.026
1.580±0.036 2.092±0.053 14.81±0.255 41.00±1.495

- - - -
2.227±0.056 2.950±0.074 18.12±0.416 -
2.391±0.043 3.071±0.026 18.00±0.090 116.5±2.633
1.185±0.052 1.633±0.074 14.84±0.441 37.61±3.906
1.178±0.020 1.577±0.036 15.10±0.215 30.50±0.626

Table 2: Sampling quality as measured by 2-Wasserstein distance and path energy for the 2D
experiments. ±1 SD over 5 seeds. Best values are in bold and second best are italicized.

Figure 2: Learned SB probability flow between two mixtures of Gaussians (green ! yellow).
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Preprint

t = 0.0 t = 1/3 t = 2/3 t = 1.0

Diffusion path – conditional score function
t = 0.0 t = 1/3 t = 2/3 t = 1.0

OT path – conditional vector field

Figure 2: Compared to the diffusion path’s conditional score function, the OT path’s conditional
vector field has constant direction in time and is arguably simpler to fit with a parametric model.
Note the blue color denotes larger magnitude while red color denotes smaller magnitude.

which, in contrast to the diffusion conditional VF (equation 19), is defined for all t 2 [0, 1]. The
conditional flow that corresponds to ut(x|x1) is

 t(x) = (1� (1� �min)t)x+ tx1, (22)

and in this case, the CFM loss (see equations 9, 14) takes the form:

LCFM(✓) = Et,q(x1),p(x0)

���vt( t(x0))�
⇣
x1 � (1� �min)x0

⌘���
2
. (23)

Allowing the mean and std to change linearly not only leads to simple and intuitive paths, but it
is actually also optimal in the following sense. The conditional flow  t(x) is in fact the Optimal
Transport (OT) displacement map between the two Gaussians p0(x|x1) and p1(x|x1). The OT
interpolant, which is a probability path, is defined to be (see Definition 1.1 in McCann (1997)):

pt = [(1� t)id + t ]?p0 (24)

where  : Rd ! Rd is the OT map pushing p0 to p1, id denotes the identity map, i.e., id(x) = x,
and (1� t)id + t is called the OT displacement map. Example 1.7 in McCann (1997) shows, that
in our case of two Gaussians where the first is a standard one, the OT displacement map takes the
form of equation 22.

Diffusion OT

Figure 3: Diffusion and OT
trajectories.

Intuitively, particles under the OT displacement map always move
in straight line trajectories and with constant speed. Figure 3 depicts
sampling paths for the diffusion and OT conditional VFs. Inter-
estingly, we find that sampling trajectory from diffusion paths can
“overshoot” the final sample, resulting in unnecessary backtracking,
whilst the OT paths are guaranteed to stay straight.

Figure 2 compares the diffusion conditional score function (the re-
gression target in a typical diffusion methods), i.e., r log pt(x|x1) with pt defined as in equation 18,
with the OT conditional VF (equation 21). The start (p0) and end (p1) Gaussians are identical in
both examples. An interesting observation is that the OT VF has a constant direction in time, which
arguably leads to a simpler regression task. This property can also be verified directly from equa-
tion 21 as the VF can be written in the form ut(x|x1) = g(t)h(x|x1). Figure 8 in the Appendix
shows a visualization of the Diffusion VF. Lastly, we note that although the conditional flow is opti-
mal, this by no means imply that the marginal VF is an optimal transport solution. Nevertheless, we
expect the marginal vector field to remain relatively simple.

5 RELATED WORK

Continuous Normalizing Flows were introduced in (Chen et al., 2018) as a continuous-time version
of Normalizing Flows (see e.g., Kobyzev et al. (2020); Papamakarios et al. (2021) for an overview).
Originally, CNFs are trained with the maximum likelihood objective, but this involves expensive
ODE simulations for the forward and backward propagation, resulting in high time complexity due
to the sequential nature of ODE simulations. Although some works demonstrated the capability
of CNF generative models for image synthesis (Grathwohl et al., 2018), scaling up to very high
dimensional images is inherently difficult. A number of works attempted to regularize the ODE to
be easier to solve, e.g., using augmentation (Dupont et al., 2019), adding regularization terms (Yang
& Karniadakis, 2019; Finlay et al., 2020; Onken et al., 2021; Tong et al., 2020; Kelly et al., 2020),
or stochastically sampling the integration interval (Du et al., 2022). These works merely aim to
regularize the ODE but do not change the fundamental training algorithm.
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Diffusion Schrödinger’s bridges

Stochastic interpolants and flow matching

Empirical success of diffusion models has led to many new formulations and methods of training

Consistency Models

Figure 2: Consistency models are trained to map points on
any trajectory of the PF ODE to the trajectory’s origin.

Diffusion models are bottlenecked by their slow sampling
speed. Clearly, using ODE solvers for sampling requires
iterative evaluations of the score model s�px, tq, which is
computationally costly. Existing methods for fast sampling
include faster numerical ODE solvers (Song et al., 2020;
Zhang & Chen, 2022; Lu et al., 2022; Dockhorn et al., 2022),
and distillation techniques (Luhman & Luhman, 2021; Sali-
mans & Ho, 2022; Meng et al., 2022; Zheng et al., 2022).
However, ODE solvers still need more than 10 evaluation
steps to generate competitive samples. Most distillation
methods like Luhman & Luhman (2021) and Zheng et al.
(2022) rely on collecting a large dataset of samples from
the diffusion model prior to distillation, which itself is com-
putationally expensive. To our best knowledge, the only
distillation approach that does not suffer from this drawback
is progressive distillation (PD, Salimans & Ho (2022)), with
which we compare consistency models extensively in our
experiments.

3. Consistency Models

We propose consistency models, a new type of models that
support single-step generation at the core of its design, while
still allowing iterative generation for trade-offs between sam-
ple quality and compute, and zero-shot data editing. Consis-
tency models can be trained in either the distillation mode or
the isolation mode. In the former case, consistency models
distill the knowledge of pre-trained diffusion models into a
single-step sampler, significantly improving other distilla-
tion approaches in sample quality, while allowing zero-shot
image editing applications. In the latter case, consistency
models are trained in isolation, with no dependence on pre-
trained diffusion models. This makes them an independent
new class of generative models.

Below we introduce the definition, parameterization, and
sampling of consistency models, plus a brief discussion on
their applications to zero-shot data editing.

Definition Given a solution trajectory txtutPr✏,T s of the
PF ODE in Eq. (2), we define the consistency function as
f : pxt, tq fiÑ x✏. A consistency function has the property

of self-consistency: its outputs are consistent for arbitrary
pairs of pxt, tq that belong to the same PF ODE trajectory,
i.e., fpxt, tq “ fpxt1 , t1q for all t, t1 P r✏, T s. As illustrated
in Fig. 2, the goal of a consistency model, symbolized as
f✓, is to estimate this consistency function f from data by
learning to enforce the self-consistency property (details
in Sections 4 and 5). Note that a similar definition is used
for neural flows (Biloš et al., 2021) in the context of neural
ODEs (Chen et al., 2018). Compared to neural flows, how-
ever, we do not enforce consistency models to be invertible.

Parameterization For any consistency function fp¨, ¨q, we
have fpx✏, ✏q “ x✏, i.e., fp¨, ✏q is an identity function. We
call this constraint the boundary condition. All consistency
models have to meet this boundary condition, as it plays a
crucial role in the successful training of consistency models.
This boundary condition is also the most confining archi-
tectural constraint on consistency models. For consistency
models based on deep neural networks, we discuss two
ways to implement this boundary condition almost for free.
Suppose we have a free-form deep neural network F✓px, tq
whose output has the same dimensionality as x. The first
way is to simply parameterize the consistency model as

f✓px, tq “
#
x t “ ✏

F✓px, tq t P p✏, T s . (4)

The second method is to parameterize the consistency model
using skip connections, that is,

f✓px, tq “ cskipptqx ` coutptqF✓px, tq, (5)

where cskipptq and coutptq are differentiable functions
such that cskipp✏q “ 1, and coutp✏q “ 0. This way,
the consistency model is differentiable at t “ ✏ if
F✓px, tq, cskipptq, coutptq are all differentiable, which is criti-
cal for training continuous-time consistency models (Appen-
dices B.1 and B.2). The parameterization in Eq. (5) bears
strong resemblance to many successful diffusion models
(Karras et al., 2022; Balaji et al., 2022), making it easier to
borrow powerful diffusion model architectures for construct-
ing consistency models. We therefore follow the second
parameterization in all experiments.

Sampling With a well-trained consistency model f✓p¨, ¨q,
we can generate samples by sampling from the initial dis-
tribution x̂T „ N p0, T 2

Iq and then evaluating the consis-
tency model for x̂✏ “ f✓px̂T , T q. This involves only one
forward pass through the consistency model and therefore
generates samples in a single step. Importantly, one can
also evaluate the consistency model multiple times by al-
ternating denoising and noise injection steps for improved
sample quality. Summarized in Algorithm 1, this multistep
sampling procedure provides the flexibility to trade com-
pute for sample quality. It also has important applications
in zero-shot data editing. In practice, we find time points
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GENPHYS: FROM PHYSICAL PROCESSES TO GENERA-
TIVE MODELS

Ziming Liu, Di Luo, Yilun Xu, Tommi Jaakkola, Max Tegmark
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{zmliu,diluo,ylxu,jaakkola,tegmark}@mit.edu

ABSTRACT

Since diffusion models (DM) and the more recent Poisson flow generative models
(PFGM) are inspired by physical processes, it is reasonable to ask: Can physical
processes offer additional new generative models? We show that the answer is
Yes. We introduce a general family, Generative Models from Physical Processes
(GenPhys), where we translate partial differential equations (PDEs) describing
physical processes to generative models. We show that generative models can be
constructed from s-generative PDEs (s for smooth). GenPhys subsume the two
existing generative models (DM and PFGM) and even give rise to new families
of generative models, e.g., “Yukawa Generative Models” inspired from weak in-
teractions. On the other hand, some physical processes by default do not belong
to the GenPhys family, e.g., the wave equation and the Schrödinger equation, but
could be made into the GenPhys family with some modifications. Our goal with
GenPhys is to explore and expand the design space of generative models.

1 INTRODUCTION

..

......

......

Generative
Models

Schrodinger / Dirac YukawaHelmholtzwaveelectrostaticsdiffusion

Physics

Diffusion
Models

Poisson
Flow

Figure 1: Duality between physics and generative models. So far only diffusion models and Poisson
flow models are discovered in the literature. Can we unlock more?

Recently, we have witnessed the success of physics-inspired deep generative models, such as dif-
fusion models (DM) (Sohl-Dickstein et al., 2015; Ho et al., 2020; Song et al., 2020; Karras et al.,
2022) based on thermodynamics and Poisson flow genertive models (PFGM) (Xu et al., 2022; 2023)
derived from electrostatics. The idea of diffusion models is to reverse the process of ink diffusing
in water, while PFGM view data points as charged particles and let them move in electric fields.
Illustrated in Figure 1, there seems to exist a duality between physics and generative models, i.e., a
physical phenomenon can give rise to a generative model, and vice versa. Does such duality really
exist? We will show that the answer is Yes, albeit with some restrictions on the physical processes.
This duality raises the possibility of augmenting the design space of generative models with nearly
no effort, simply by by leveraging the underlying dynamics of diverse physical structures, including
molecules, stars, galaxies, planets, and even human beings.

The connection between physics and generative models can be quite deep. Our Universe is arguably
a generative model (Tegmark, 1996; Lin et al., 2017): Starting from the wave function of our early
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